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INTRODUCTION
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SALLY | ENGINEER
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logged into the source code repository at
10 pm last night and downloaded 500
Megabytes of data

JOE | ATTORNEY
logged into the network from San Francisco
and New York—at the same time

PETE | ANALYST
is accessing a critical ﬁnance application
that he has never used before

JOHN | SYS ADMIN
has been accessing the customer database
after normal work hours every evening for
the last two weeks

Are all of these legitimate
scenarios or are they
anomalous behaviors that
threaten the brand,
reputation and ﬁnances of
your organization? Can your
current security tools detect
these types of threats? How
will your staﬀ respond? What
else are they missing?
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The role of a Chief Information Security Oﬃcer is fraught with
new threats inside the organization from compromised users,
negligent employees and malicious insiders.
Most security products look at the world in binary terms: traﬃc
is bad or good, ﬁles are infected or not, users are authorized or
blocked. Those approaches work in many situations, but these
“black and white“ checkpoints are becoming porous. Once
inside, new types of targeted attacks can leisurely surveil, probe
and exploit an organization by bypassing all the traditional
defenses.
To ﬁnd these “low and slow” threats, security approaches must
now also deal in the world of “gray”—small signals that must be
detected, put in context over time and added up to indicate
pending harm. This guide will show how Machine Learning (ML)
is best suited for this mission. As you will see, the data science
that has permeated many aspects of our lives (e.g. advertising,
product recommendations etc.) is a powerful tool that can be
targeted to detect these attacks before they do damage.

CISO

CHIEF INFORMATION
SECURITY OFFICER

JOE

joe@techcorp.org

13 HOSTS
42 IPs

+142%

21 LOGONS
58 COUNTRIES
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User Behavior Analytics looks at data inside your organization, a SIEM or other
sources, correlates it by users and builds a serialized timeline. Machine
learning models build baselines of normal behavior for each user and host by
looking at historical activity and comparisons within peer groups. Any
abnormal events are detected then aggregated through a scoring mechanism
to provide a combined risk score for each user. Alerts from other security
tools also can be used in this process. Users at high risk are surfaced to an
analyst with information like the user’s job title, department, manager and
group membership to enable the analysts to quickly investigate that particular
user’s behavior in the context of their role and responsibility within the
organization. By combining all of a user’s data from disparate systems and
utilizing machine learning to gain insights, User Behavior Analytics is a powerful
approach to detecting threats inside an organization and empowering
analysts with new threat hunting capabilities.
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SALLY | ENGINEER
was simply going above and beyond her
normal work hours to get her work done.
Bravo.

JOE | ATTORNEY
was traveling and shared his password with
his assistant to help manage his workload.
Sloppy, needs education.

PETE | ANALYST
clicked on the wrong email and his
credentials were stolen and access
compromised.
Victim, needs triage and clean up.

JOHN | SYS ADMIN
had submitted his two-week notice and
may have gone rogue by downloading the
entire customer database, piece by piece.
Snowden redux.
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When machine learning is
delivered in a comprehensive
User Behavior Analytics
solution, the security team can
investigate incidents with just
a few clicks so they can make
rapid, informed remediation
and response decisions.
Machine learning is not a new
technology, but its application
is new in the security
environment. Given the
evolving attack landscape and
new challenges faced by
security teams, the application
of machine learning is growing
rapidly, and quickly becoming
a best practice for enterprise
security teams.

NEW DANGER ZONE
ATTACKS ON THE INSIDE

“ATTACKS ON THE INSIDE”
APPLIED TO 3 DIFFERENT SCENARIOS

NEGLIGENT
EMPLOYEES

COMPROMISED
USER

MALICIOUS
INSIDER
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The common theme in each of these scenarios is that the actor either appears
to be a legitimate user or acting in conformance with his or her credentials.
Detecting these threats requires the ability to not only understand what is
diﬀerent, but to make a decision about whether “diﬀerent” means “deadly.”
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ANOMALOUS DOESN’T MEAN MALICIOUS
Employees change jobs, locations, work habits, etc. all the
time. Analysts already see too many false positives and to
alert on every small change would be overwhelming.

ONE EVENT IS NEVER ENOUGH
What makes these types of attacks
more diﬃcult to ﬁnd and deal with?

Even if it can be detected, a single event may not be enough
evidence that an attack is occurring. Cyber attacks that are
already on the inside may slowly follow the “kill chain” of
reconnaissance, inﬁltration, spread and detonation. Even
seasoned analysts with advanced knowledge would need to
piece together the whole picture to make decisions.

THE SIGNALS ARE SUBTLE
Targeted attacks may pace themselves and act in small steps.
Most attackers know there's an arsenal of tools designed to
ﬁnd telltale attack signatures. SIEM correlation rules look for
the “known” attack behavior, but can be easily bypassed. As
an example, a correlation rule may look for 5 failed logins in
one minute as an indicator of an abnormal access attempt.
What happens if the 5th failed attempt occurs in 61 seconds?
Or if there are 10 attempts over 5 minutes? They would ﬂy
right by.
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Enter machine learning. Machine learning is an umbrella term
that encompasses techniques that reach back into the
beginnings of artiﬁcial intelligence to learn and make
judgments without being programmed explicitly for every
scenario. Unlike signature-based products (e.g. the SIEM
example described above), ML models learn from data. They are
capable of providing a probabilistic conclusion, which can then
be converted into a binary signal of “good or bad.” The likelihood
of a decision being accurate (expressed as a percentage) can
be interpreted as a measure of conﬁdence in that conclusion.
Not surprisingly, the mathematics are complex, compute
intensive and since there is no single model that applies to
every attack technique, the selection of the model and the data
to drive it are critical.
Let’s look at two examples...

MACHINE
LEARNING

IntroSpect
CISO’S GUIDE
NEW DANGER ZONE
PAGE
ten

UNSUPERVISED ML

Most organizations assign users to peer groups as part of their Active Directory
proﬁle. The challenge is that it is very diﬃcult to keep this information up to date
manually. Enter unsupervised machine learning. By looking at each user’s
demographic and IT activity proﬁle (e.g. which organization am I in, who is my
boss, what systems and applications do I access, when do I access them, etc.) an
unsupervised machine learning model can automatically cluster users into
“natural” peer groups: Mary is part of the accounting team that works on
receivables; Sam belongs to the SAP operations team.
Unsupervised models require no prior training or programming—they simply
analyze a set of data and automatically identify groups with similar attributes
and build baselines that help identify anomalous behavior.
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SUPERVISED ML

Sometimes, simply grouping is not enough. Consider a bag of marbles that are
either all white, all black, or shades of gray—think of this as a proxy for whether
something is “good” or “bad” or “inconclusive”. The closer a marble is to white,
the more likely it is “good”; marbles closer to black are likely ”bad”. By using a
supervised machine learning approach, a data scientist can take a bag of
marbles and “train” the model by categorizing each marble as either “white” or
“black”, even those that are shades of gray. Once the model is trained, it can
then look at new marbles and put them in the “black” or “white” bucket—with a
probability assigned to designate how conﬁdent it is in the result. For gray
marbles that are mostly black or mostly white, the conﬁdence will be high. For
marbles in the middle where they can be put in either category, conﬁdence will
be low.

PRINCIPLES OF

MACHINE LEARNING

3
PILLARS
of MACHINE LEARNING
USE CASE
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To properly plan for the
introduction and eﬀective use
of machine learning, it is
important to move beyond
the standard marketing claims
and descriptions to
understand the key technical
concepts
USE CASE
what type of attack am I trying to ﬁnd
and at what stage in the kill chain will I
be looking?

MODEL

SOURCE

MODEL
given what I am looking for, what is the
most appropriate model (algorithm)?

SOURCE
now that I have the model, what data is
best suited to provide the model with
the most meaningful and actionable
information?

PAGE
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data science
dermines the value
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Once those variables are deﬁned, the next question is: can the model scale with
the amount of data and the scope of the use case? As we have discussed, ML
solutions are based on a set of well-researched and well-documented
mathematical models. While the basic algorithms and processes are not secret,
how they are used and implemented in an end-to-end system will determine
the value they deliver.
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Here are some key machine learning-related terms and concepts that will
sharpen your vocabulary and increase your understanding.
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MACHINE LEARNING
“Machine learning is a type of artiﬁcial
intelligence (AI) that provides
computers with the ability to learn
without being explicitly programmed.
Machine learning focuses on the
development of computer programs
that can teach themselves to grow
and change when exposed to new
data” - Google. ML and AI are often
used interchangeably, especially in
marketing material.

DATA SCIENTIST
Typically PhD’s, these are experts in
the use of AI techniques. Based on the
goal or use case of the desired
outcome, they select the right models
and algorithms, combine them with
the right data and tune them to
produce accurate results.

DATA
This is the “raw feedstock” for all
machine learning. For security ML, the
input can be packets, ﬂows, logs,
alerts, text; e.g. performance reviews,
external threat intelligence, etc.

FEATURE
Individual data elements relevant to
the speciﬁc machine learning model
and use case. They could be directly
extracted from the data or derived
after passing the raw data through a
pre-processing algorithm. Some
example are: Access (IP addresses,
countries visited, etc), Time (access
start/end times, etc.), Counter (bytes
uploaded/downloaded, etc.)
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MODEL
The model takes in features and
parameters provided by the
algorithms and applies a speciﬁc ML
calculation’s e.g. applying a sigmoid
calculation for logistic regression – the
output of the model. The table on
page eighteen summarizes the ML
model types that solutions like User
Behavioral Analytics may employ.

SUPERVISED ML
Supervised ML models employ a
“teaching” technique to develop a
relationship between a known set of
outputs and their inputs. Once the
model is developed, it can be used to
predict the output for a new set of
inputs.

UNSUPERVISED ML
In an unsupervised model, the
algorithm is “self- learning” which
means there is no prior training or
preparation required before it is
deployed. The algorithm automatically
discovers relevant structure and
relationships between
the inputs.

BASELINING
Anomaly detection models typically
build a proﬁle of “expected” behavior
for an entity such as user or a system.
Once these baselines are established
the models look for deviations from
the baseline.
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TRAINING

QUALITY METRIC

This is the process to prepare a
classiﬁer; i.e. decision making
program, by feeding features
extracted from training data – either
labeled or unlabeled – into models.
Training can be performed
periodically with the update of
training data or features

The parameters input to a Model are
calculated by an algorithm based on
some quality metric. This metric could for
example try to minimize the diﬀerence
between the training data and the output
of the ML model; e.g. it could be the
reduction of the “Mean Squared error” in
Linear Regression (for quantitative
prediction) or the optimization for the
“Maximum Likelihood Estimate” in
Logistic Regression (binary classiﬁcation).

TRAINING
DATA
Unlabeled

APPROACH

EXAMPLE
DETECTION
MODEL TYPES TYPE & FOCUS

Training onsite

SVD

Classiﬁcation onsite

K-means clustering
Neural network

TYPE
Anomaly
FOCUS
Unknown threats

ATTACK
STAGES
Lateral movement
Exﬁltration

EXAMPLE
USE CASES
Abnormal server
access, lateral attack
spread, ﬂight risk, data
exﬁltration etc.

UNSUPERVISED
Labeled

Training oﬀsite

Naïve bayes

Classiﬁcation onsite

Logistic regression
SVM

TYPE
Maliciousness
FOCUS
Known threats

SUPERVISED
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Comparison of Supervised and Unsupervised Machine Learning

Infection
Command & control

Malicious object
download, email
phishing/spam, DNS
DGA, etc.

RAW DATA

EXTRACT
FEATURES

FEATURES

ML MODELS

PREDICTED OUTPUT

PARAMETERS

TRAINING
DATA

ML
ALGORITHM

ACTUAL
LABELS*

QUALITY
METRIC

PREDICTED
OUTPUT

* SUPERVISED ONLY
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Machine Learning Architecture
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Let’s take a deeper look at how machine learning ﬁnds attacks
that have evaded other real time systems.
Earlier, we described the example of Pete, the analyst who
clicked on the wrong email attachment and had his credentials
compromised and access stolen. Machine learning can detect
behavioral changes against the backdrop of “normal” using
probabilities to reﬂect the deviation from the norm. “Features”
characterizing Pete’s use of IT resources — such as systems
and applications accessed, time and duration of access, and
volume of activity; i.e. number of transactions, upload/download
bytes etc. — can be utilized in an unsupervised ML model to
build a baseline of his “normal” behavior. With this in place,
access to systems that he has never accessed would be ﬂagged
as anomalies. Pete’s behavior can also be compared to his peer
group. If Pete is a ﬁnancial analyst and the other analysts had
not exhibited comparable behavior, his access patterns would
stand out as abnormal.

PETE’S BASELINE

TODAY vs. PETE’S BASELINE

TODAY vs. PETE’S PEERS

BASELINING
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For unsupervised ML models there
are no rules to be created to deliver
results. The model may take a
period of time (e.g. 10 to 14 days) to
build-up a reliable baseline. That
process is automatic, and once
completed, anomalies can be
detected reliably. The exact
training periods are adjusted to
ensure that the full scope of normal
behavior can be witnessed. Peer
group baselines can be built much
more quickly — typically within a day
or two.
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If unsupervised models are self-learning,
supervised models must be “taught” to
detect a speciﬁc condition. Researchers
identify attack methodologies and
collect datasets to “train” algorithms to
recognize speciﬁc attack elements.
Once trained, these algorithms can then
predict ‘good’ or ‘bad’ on new, unseen
datasets. An example in the security
domain would be a supervised ML
model looking for Domain Generation
Algorithm (DGA) domains through
features extracted from DNS requests.
The ML model would be trained by
exposing it to a large dataset of “good”
(e.g. Alexa top 1M domains) and “bad”
DGA domains (e.g. from diﬀerent
botnets), enabling it to automatically
ﬁnd the equivalent of “black” marbles in
standard DNS data. For example,
google.com is a good domain, while
ufclo9da.e6ytwx-sf2l.com would be a
bad domain.

GETTING STARTED WITH

ML-UEBA
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Machine learning is a core capability in the product category that
Gartner calls User and Entity Behavioral Analytics (UEBA).
Enterprise security teams are now turning to UEBA tools for a
new dimension of attack detection and threat hunting. Unlike
rule-based systems, UEBA features machine learning and other
analytics techniques to automatically ﬁnd the threats that
evade existing security tools.
UEBA solutions tend to divide along the lines of the type of
data they analyze. Some vendors focus on infrastructure and
security logs such as those produced by authentication
systems, ﬁrewalls, web proxy, servers, etc. Other vendors ingest
network traﬃc by consuming packets and ﬂows. Solutions that
are source-agnostic and can deal with both categories provide
the most accurate results.
The ﬁdelity of data fed to the machine learning models is an
important factor in dictating the accuracy of the results they
deliver. With the right data, there are less false positives and
the decision-making around investigation and response can be
greatly accelerated.

Active Directory

supplies not only critical
authentication and
activity information, but
also the crucial link
between raw IP
addresses and the “U”
(User) identity that is
critical to UEBA

DHCP

logs provide additional
data regarding the
device
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CONTEXT DATA

Who is the user and what details can be gleaned about their device?

Packets

Deep Packet Inspection
(DPI) can be used to
extract L4-L7 metadata
attributes that provide
a granular view of the
user’s activity.

SaaS Logs

can be accessed
through enterprise
accounts at cloud
providers like Box and
Oﬃce365 to track user
access to these
enterprise assets.

Netﬂow

Many environments are
already instrumented
to provide this data
(e.g. Netﬂow from Cisco
switches, VPC Flow
from AWS) that can be
used to detect lateral
spread and exﬁltration
attempts.

Cloud Access
Brokers (CASB)

logs/events are an
alternative source of
data for access to cloud
providers.
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ACTIVITY DATA

The activity of the user may be tracked through diﬀerent data sources.

DNS

are a rich source of
information to track
C&C and exﬁltration
activities.

Firewall, Web
Proxy Logs, etc.

are an alternate source
of activity information
either at the
ingress/egress of an
organization’s
perimeter, or in front of
a datacenter where
they can be used to
track access to high
value assets.
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EXISTING SIEM

PERFECT SIEM COMPLEMENT

UEBA tools can be deployed in standalone mode or integrated
with other systems. The UEBA machine learning leverages the
same logs and alerts that an ArcSight, Splunk or QRadar system
collects, which means that the investment already made for IT
operations and compliance can be easily extended to produce
additional value in terms of precision attack detection and
accelerated incident response. In fact, a growing best practice is
to deploy a UEBA solution (often running on a big data platform)
alongside of SIEM with bi-directional integration, so that the SOC
team can continue using their existing consoles and beneﬁt from
the attack detection and advanced threat hunting capabilities
that UEBA tools provide.

UEBA SOLUTION

5 KEYS TO EVALUATION
SECURITY ML SOLUTIONS
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ML and UEBA are a rapidly growing
presence in enterprise security
architectures. However, like many new
technologies, the category has attracted
a myriad of new players, all of whom
make similar sounding claims and
promises.
Given the market noise, here are some
approaches to evaluating ML and UEBA
solutions.
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DEFINE YOUR USE CASES

As noted earlier, all ML choices ﬂow from the outcome or
objective you want to achieve. Are you worried about access to
high value assets? Speciﬁc types of attacks like spearﬁshing?
Want to keep a close eye of privileged users or partners?
Focusing on a few, highly leveraged use cases will make it easier
to select a short list of vendors and to put them through their
paces more eﬃciently.

1

2

IntroSpect

CISO’S GUIDE
5 KEYS TO EVALUATION

PAGE
thirty-one

VALIDATE THAT YOU HAVE ACCESS
TO THE SOURCES YOU NEED

From use cases comes the need for the data. Often the security
team will outline a very compelling set of objectives and stumble
on execution because they cannot get access to the sources that
the ML models require. Even something as simple as AD logs
can meet with organizational resistance. Mature UEBA vendors
will have a POC “checklist” to help guide the security team
through the use case to ensure that the POC will install and
execute in a short period of time.

IntroSpect

CISO’S GUIDE
5 KEYS TO EVALUATION

PAGE
thirty-two

FOCUS ON A SUBSET OF THE
ORGANIZATION

While scale is always a question with new technologies,
monitoring 10,000 or even 100,000 employees in a POC
increases the amount of resources and time required for both
you and the vendor. The models will show results with a small
subset of the organization included in the test and scaling
questions can be answered by doing a detailed architecture
evaluation, ensuring that a scalable platform like Spark/Hadoop
is eﬀectively utilized.

3

4
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KNOW WHAT THE RESULTS MEAN
AND HOW TO USE THEM

Machine learning models deliver probabilistic results: based on
the data available and the algorithm deployed, it is X% likely that
an anomaly has occurred or a speciﬁc attack stage has been
experienced. Security analysts cannot make meaningful
decisions with just that information, so ML solutions should
provide all the underlying evidence for why the model “ﬁred” so
that the analyst can interpret and act on the results.
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DETERMINE WHICH SECURITY TEAM
WILL “OWN” ML

As noted above, ML and UEBA solutions can be installed
standalone or be integrated with the SIEM workﬂow. The
solution can be introduced as part of the SOC team, as a
foundation for a new “threat hunting” group, or even as part of a
data science initiative. Each team will have its own requirement
for ML and some organizations will have multiple teams working
with ML and UEBA.

5

SUMMARY

THE CHALLENGE OF MACHINE LEARNING

UNDERSTAND
TECHNOLOGY
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UEBA
INTEGRATION

BUILD
FRAMEWORK

Decision makers are now confronted by a new wave of UEBA products featuring machine
learning and other analytics techniques to ﬁnd and respond to attacks that have evaded their
defenses. While the underlying technology is complex and mathematically arcane, there is an
expanding set of successful ML/UEBA installations that point to an increasing mainstream role
for these new products. This guide is not intended to make you a data scientist (as lucrative as
that might be), but to provide a framework with which to determine whether ML and UEBA are a
ﬁt for your organization and how to plan and execute its adoption.
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Given the misuse of terms like artiﬁcial intelligence and
machine learning, buyers of enterprise security products now
need to educate themselves on the basics of these technologies
to avoid the hype. “Two standard deviations from the mean”
is not machine learning. “Five failed logins in one minute” is
not artiﬁcial intelligence. In absence of any other information,
there is no predictive value in seeing that an employee has
visited a website based in Romania.
Above all, remember that while machine learning processes
input data in the form of 1’s and 0’s, ultimately the results it
produces are analog—basically a probability that a certain
conclusion is accurate between 0% (no) to 100% (yes). The
most common outcome is somewhere in between, which
essentially means “maybe”. Despite the hype of AI technologies
that claim to supply “answers” to questions like “am I under
attack?” remember that they are providing mathematical
“hunches” not “slam dunks.” So, the most potent use of AI for
cyber security is to pair it with savvy members of your security
team.

SAVVY
ANALYSTS

About Aruba IntroSpect
Aruba IntroSpect’s security analytics platform automates the detection of attacks within organizations by applying advanced machine learning to network and security data. By combining big data technologies with machine intelligence and forensics,
IntroSpect surfaces attacks that have evaded real-time defense systems and accurately discovers compromised users and malicious insiders, speeds threat hunting eﬀorts, and reduces the time for incident investigation and response by focusing security
teams on the threats that matter. For more information, visit www.arubanetworks.com. SB_IntroSpect_CG_061217

